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Applied AI portfolio sample — AI Engagement Review platform (independent client build, CPA tax practice)

Independent paid client engagement · engaged 9 July 2026 · in production at the client

My resume is twenty years of healthcare. This deliberately isn't — a domain I had no background in, taken to a working product

solo.

A paid independent engagement for a CPA tax practice: an AI engagement-review workbench that reads a complete

engagement file — prior-year return, draft return, W-2s, 1099s, payment records — and produces a structured senior-manager

review memo. Front end, AWS/Bedrock backend, model orchestration, and the governance around it.

The part I'd point a hiring team at: every run meters its own tokens and cost, every finding cites its source document, and

the compliance matrix (IRC §7216/§6713, encryption, PII masking at the model boundary) tracks mechanism → evidence →

status. Everything here is running software — a live demo takes about ten minutes. Synthetic demo data throughout; no client

information appears here.

01 THE WORKBENCH

Document intake. Engagement file sets upload to an encrypted S3 bucket; each document is auto-classified with a confidence tag — prior-

year return, draft return, W-2, brokerage 1099, EFTPS payment records.



02 CLASSIFICATION YOU CAN ARGUE WITH

Every section carries the evidence for its own classification. A 185-page client bundle, split into 72 typed sections against a fixed

vocabulary. Text confirms W-2 is a corroborated call; routed by its title — nothing contradicts it is a weaker one, and is labeled as such. The

top row is flagged DISAGREES because the title reads Form 1095-C while the text looks like a Schedule K-1 — the two evidence sources

contradict each other, so it goes to a person. Four sections need review; the rest sort behind them, and any section can be reassigned by

hand — and once a person classifies a section, nothing re-flags it. A queue that re-flags decided work loses its reviewers.

03 THE RUN, BEFORE IT RUNS

The engine pre-flights every run against context limit, upload size, and remaining account capacity. Review programs are versioned

and stamped (MultiPass v3.4, 11 Aug 2026); ad-hoc free text is marked session-only, so it can't become an unversioned review program by

accident. The selected program runs ten review areas as five focused passes — each seeing only the documents routed to it by their upload-

time classification — then a synthesis pass. The run button names the Bedrock profile it will use.



04 THE STRUCTURED MEMO

Every line item assessed against its source document. Year-over-year analysis graded SUPPORTED / EXPLAIN / ERROR — down to a

qualified-dividend mismatch caught against 1099-DIV Box 1b. Run header shows model, token counts, cost, and latency per run.



05 EVERY FIGURE, VERIFIED AT ITS SOURCE

The reviewer never has to hunt for a number, or take one on trust. Each dollar amount in a finding resolves to its located value in the

source documents — color-matched across two of them at once, here a draft 1040 against a consolidated 1099. Extraction, location and the

tie-out arithmetic all run in code, with no model in either step, on every review (~0.03s). Where a figure can't be located the finding says so in

amber, and it distinguishes not in this document from this document has no searchable text layer — so a scanned exhibit can't produce a false

negative dressed as a clean result. The model decides which figures ought to tie out; code decides whether they do. Every finding is then

dispositioned by the CPA — and disagreeing requires a note.

06 PARTNER-READY OUTPUT

The conclusion — and the ordered fix. Findings quantified (7 errors · 6 client-support requests · 5 partner escalations), client-support items

separated from partner escalations, and a numbered, step-by-step correction sequence generated for the preparer — with sign-off explicitly

withheld until corrections clear.



07 TOKEN & COST CONTROL

Every invocation is attributed and persisted, so cost is auditable per engagement rather than per month. With the pre-flight in the previous

section this closes the loop: estimated before the run, measured after. A full MultiPass review of a complete engagement file lands around $9.



08 COMPLIANCE & AUDIT

A row can't be marked done without an evidence reference and a verified date, and every edit is audited. Controls expire on their own

cadence and anything overdue is counted, so the matrix reports current state. Verifications record what was measured — live AWS state, or

the module implementing the check — not who signed off. Deliberate exceptions are documented as exceptions, with the step that closes

them.

What this sample is meant to show

◆ One engineer, end to end — UI, backend, model orchestration, governance

◆ Every dollar figure located in its source document and tied out in code, ~0.03s per review

◆ Compliance controls with their own expiry cadences, overdue counts, and audited edits

◆ Token cost attributed per invocation, auditable per engagement

◆ Findings dispositioned by the CPA — disagreeing requires a note
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